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PROTOCELLS
(lipid-bound vesicles. —
lipt-bound vesicles, RNA =T
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Chan, Alan, et al. "What if automating Al R&D triggers an intelligence explosion?." arXiv preprint
arXiv:2609.36054 (2026).
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CREATING HYPOTHESES

High-level planning
Detailed planning

ANALYZING RESULTS

Analyzing results

CC-BY

Al R&D Workflow

Z EPOCHAI

DESIGNING EXPERIMENTS

Prototype engineering
Performance engineering

Debugging

RUNNING EXPERIMENTS

Organizing distributed training

Monitoring training runs

epoch.ai



EXBECTATION

Pretraining

Initialized model

Initialized model

Z EPOCH Al

Post-training —————>/ Deployed model

Model X

Finetune to score

Pretrain € — - Filter pretraining — — K data quality
data | l
[
» Nz Checkpoint #0
SFT+RL
\\—) Checkpoint #1
Continue
pretraining :
Used as verifier for RL
'
e
N Ve
. v
p——SFT —>:» RL—> Checkpoint #3
N
(
\ —— —
N
RL Generate synthetic SFT data

s

Checkpoint #2

CC-BY

Teacher

Initialized model

> Distill from
teacher Checkpoint #3

RLon _)\ RLon

domain A domain B

H Merge weights H

A7
|

v

Deployed model
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AlphaEvolve (Google DeepMind, ‘25/05)
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Darwin Godel Machine (Sakana Al, ‘25/05)
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New - Recursive Self-Improvement Delivers New SOTA

DISCOVERY peet
loop  Peeta

CONTINUOUS EXPLORATION
- I l t
Automating discovery to accelerate science and

engineering for the world.

Rccursively sclf—improving to discover new knowlcdgc.

@ recursive

Recursive self-improving superintelligence
to automate knowledge discovery.
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When Al builds itself 5. RS Lab

Our progress toward recursive self-improvement, and sakana.ai

its implications.

N Meta
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@OpenAl
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O FLOP [Sevilla+ '22] 6.3 % FLOP
GPT-6 Astra = NDETERE 108 FLOP/# [Al Impacts '19]
BEREORSANBGENGER x 20409 (6.3 x 108 )

Sevilla, Jaime, et al. "Compute trends across three eras of machine learning." 2022 international joint conference on neural networks (IJCNN). IEEE, 2022.
“Brain Performance in FLOPS.” Al Impacts, 7 July 2019, aiimpacts.org/brain-performance-in-flops.
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Task duration (for humans)

Time horizon of software tasks
different LLMs can complete 50% of the time

where logistic regression of our data
predicts the Al has a 50% chance of succeeding

16 hours

Measurements above 16 hrs are unreliable
with our current task suite

I~ Optimally reduce the size of a language model

O METR

P Claude Mythos

Claude Opus 4.6 ® Preview (early)

. : . 0'e.
4 hours 1 Train adversarially robust image model o .- =
oSy 2
1 hour=-a=c= e ,'0/
Train classifier e
o]-previe(N [ { )

I~ Find fact on web /"

6 min et
GPT-4 @ )

- Count words in passage ™ =
36 sec _ GPT-35@

- Answer question P i

GPT-3@ .-~
4 secA ecpT2 _-°°
T I T I I T
2020 2021 2022 2023 2024 2025 2026

LLM release date
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ENVIRONMENT

A photorealistic alpine meadow

B ‘®, Third person O Reset




CHARACTER
A shiba inu

Create sketch =
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MODIFY THE SKETCH

Change the character |

®, Third person ® Reset
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Notable Al models

Training compute (FLOP)
5% T10001% te27
1e26
1e25
1e24
1e23

2 T100018

(@ : Speculative data 565 Results

®
GPT-45@ ® GPT-6 Astra
®

® Switch

AlphaStar v @
& ;E"‘%
GNMT & ° & ® o‘@%O—
& 5 e -

-y 1e21 &
= ekl ° e -+ ®
EDEG Mt e e ¥ .
. (] P s ® @ ®
(Anthropic's RSP)  ® e ® Fo, % e 0°
118 ® . d e 9
oop e ORFCN qpg % P % ® o
- o ©® - ©® o © % ® Fold2Seq @ .
.‘8 LSTM M__ o~ @ @. ® © o Swift @

1e16
-8

1e15 —~ @

Te14

2012 2013 2014

Z EPOCHAI | cC-BY

£--" @TA-CNN @
@

+ o
ISS® ® @ Multi-cell LSTM

e Deep Learning Era

2015 2016 2017 2018 2019 2020 2021 2022 2023 2024 2025 2026 2027
Publication date

epoch.ai
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/ KC R3, and smooth wvelocity a
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7 XYI<tdl

L\(}:,;.:i) = 00.
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COHICHEVEENEFIZHEOTLVS [Goldblum+ 2304.05366]

IN—Kx7
A CHEEREIZ/ZS [Piccinini 2015]

Goldblum, Micah, et al. "The no free lunch theorem, kolmogorov complexity, and the role of inductive biases in machine
learning." arXiv preprint arXiv:2304.05366 (2023).

Piccinini, Gualtiero, Physical Computation: A Mechanistic Account (Oxford, 2015; online edn, Oxford Academic, 20 Aug.
2015), https://doi.org/10.1093/acprof:0s0/9780199658855.001.0001, accessed 11 Aug. 2026.




OOMs

Decomposing drivers of progress

Algorithmic Progress:
Unhobbling

Algorithmic Progress:
Efficiencies

Physical Compute
Scaling

' | ) ! 1 I
2019 2020 2021 2022 2023 2024 2025 2026 2027

Rough illustration.

SITUATIONAL AWARENESS | Leopold Aschenbrenner
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RSIDIHIK Anthropic ECl over time

T 95% confidence interval of the score ® Claude Opus 5

I 95%range of the gap to the three preceding releases, centred on the score ® Claude Mythos 5.1
® Previous frontier Claude models ® ClaudeOpus5.5

Frontier trend 14.7/yr, fitted +5.9 jump at Claude Mythos Preview

— — - Frontier trend 14.4/yr, fitted breakpoint at Sep 2025 > 22.2/yr

170 A

160 -

150 -

Anthropic ECI

140 -

130

120 -

T 19 T T T T T T T T
Jan 24 Apr 24 Pos gul 24 Oct 24 Jan 25 Apr 25 Jul 25 Oct 25 Jan 26 Apr 26
Model release date

Jul 26 Oct 26
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red on the score ® Claude Mythos 5.1
® Claude Opus5.5




Estimated Capability

3.5- === Frontier linear fit (+0.10 / mo)
95% confidence band
€ Google public models
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Percentage of Pull Requests (%)

100%

80%

60%

40%

20%

0%

6.1%

6.9%

8.2% 6.8%
13.1%
1.9%
16.2%

Apr 2026 May 2026 Jun 2026 Jul 2026

Month

Aug 2026

3.1%

Sep 2026

0% code written by Al
> 0% code written by Al
" >50% code written by Al
B > 75% code written by Al
. > 98% code written by Al, and < 10 human turns

. 100% code written by Al, and < 3 human turns
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REFEDES

VALS RSI INDEX

Latest releases and projected milestones are labeled.

AlTL—oxT2k
HBHEIZ

70%

60%
| ERERTEIL
F 132 t
50%
S a0%
x
[
o
£
7 30%
o
20%
10%
0%
Nov
2025

[ Anthropic

[ Moonshot Al

RESULTS EXTRAPOLATION

Hover any point for its model, date, and score.

GPT-6.1 Sol

60% - Jul 2027 60% - Aug 2028
X %
50% - Mar 2027 50% - Jan 2028. -~
X —e—
P < i S
Jan Aug
2027 2028

Model release date

B Alibaba spaceXAl [l Google [l zA1 |l Meta [l Anthropic extrapolation

[l OpenAl extrapolation



Mz, BORERBHEE~Nz==ATLS (Jacob Coxon)

Al staff 'genuinely frightened' for
humanity's future, ex-Anthropic
researcher tells BBC

13 September 2026

Share «§  save [] | G Add as preferred on Google

Brandon Livesay and Mitchell Labiak, business reporter

'There is a possibility of human extinction,' former Anthropic employee says about Al

An artificial intelligence researcher who quit Al firm Anthropic has said
people working on the technology were "genuinely frightened" about the
speed of its advancements and what it could mean for humanity.
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Chan, Alan, et al. "What if automating Al R&D triggers an intelligence explosion?." arXiv preprint
arXiv:2609.36054 (2026).



) Al software R&D returns may be high
:%JE;@Z enough for a software-only singularity

N0

=R

B Computer vision
M Reinforcement learning

Eﬁ%ﬁﬁ% (i%ﬁb(?‘d:jf[, v M Language models (Approach 1)

I Language models (Approach 2)

WJ . :l_l“‘/jjﬁé:(’)%?jjﬁw (i5b§#§ﬁt’b\ Returns to Al software R&D

100

AIDEREESEA EEBH 2 10 by
o
(2}
ERDIESHENEWNSTHERER TH D, : < 3
FREEMEAKEL V -
N
0.1 @

0.01 v
Anson Ho and Parker Whitfill (2025), "The software intelligence explosion debate Z EPOCHAI | CC-BY epoch.ai

needs experiments". Published online at epoch.ai.
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Chan, Alan, et al. "What if automating Al R&D triggers an intelligence explosion?." arXiv preprint

arXiv:2609.36054 (2026).
Fithian, William, et al. "The Feasibility of a Hardwired Pause of Frontier Al Training." (2026)
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Claude Code session success rate

100% -
° Claude Claude Claude Mythos Preview  Mythos Claude
Sonnet 4.5 Opus 4.5 Opus 4.6 (internal access) Preview Opus 4.7
-__./,/-\:7.—:=,~: S
Trivial tisks — | /._._,_,,.,=-<::2_.
80% _./._.__."—.—-—.—./9 | N . e © My g gt &' /’ 1
Routine tasks T ! ¢ e,
/o_—o—"' I /o e O O, /”._.
./-——" o' f—.
4.—./ ‘/o—./' /
="
/0/ CJ
60% 9 1 ‘/./-~._._—.—o : /
Substantial tasks /1 v/
"
/-—."/ /
I | o
.’.
40% | i ; ,._./ :
>
’.—-o—./.~"
Open-ended problems ="
~
20% \ , - o
° ! o /
"\. /'—'/ \./.
N\—
0% - 1 I 1 1 T T 1 ! |
Sep Oct Nov Dec Jan Feb Mar Apr May
2025 2026

Internal Claude Code sessions at Anthropic. Weekly, 4-week trailing mean. LLM-judged success.
Task complexity is assigned by an LLM classifier that reads a summary of each session and picks one of four levels from a fixed rubric.

1
Jun



Code contributed per person, by quarter ANTHROP\C

average before 2025 1.2x%

Claude 1 Claude 2 Claude 3 Claude 4 Claude Claude
Mx - release \ Opus Mythos
! : Claude 4.5 Preview
i | I Code
10x - i i i Mythos
| i i i glaUdi Preview |
| ! ! CORet | (internal |
9x - i I i i v ; access)
| ] 1 I ] 1
i i i | ! i . 8.0x
X - I ; | ) l ] '
8 i .‘ i i | | |
| | ] I ] | |
| I ] ] ] ]
7>( ks | 1 | : | ‘ [\ :
1 I ) 1 I ] ]
I | | I ) I
| | ] I I I
6% - 5 i i i i i
i | 1 I I ]
1 I 1 I 1
] | ) ]
5x - ! ! ! ! :
| i i i i "
| i i i
4% - i i i i i i
| J 1 I : |
i i i : |
3% - | k ! ! i
] I ) I I‘
| : : L 19x
- 1 I ) [
s | i | 1.5x
| |
| 1

- g
- - -
x

g I Il i
I T LI rrT

Q2 Q3 Q4 Q1 Q2 Q3 Q4 Q Q2 Q3 Q4 Q1 Q2 Q3 Q4 Q1 Q2 Q3 Q4 A QIZ
2021 2022 2023 2024 2025 2026

Each bar is the average, over the days in that quarter, of lines of code merged per active contributor — shown as a multiple of the pre-2025 average.
The hatched final bar is a partial quarter: it averages only the days observed so far, not a full quarter. Dashed lines mark public announcement dates.
Per-PR line counts are capped at the 99th percentile; “active contributor” means a distinct author in the trailing twelve months.



Serious cyber vulnerability disclosures kept climbing in July

Number of CVEs
2000 — = Severity
8 7 W critical
3 M High
£ ]
=
@ |
1600 - .5 :
21
[
a,
1]
ol
£
1
1200 - =, |}
Q)
o°
=1
0 )
O /
I e
|
800 - }
|
|
e °
/ /
400 — / ! J
o S~e
R ol .~'~ SO=0 . o~o” o / \. / \. / \/ \/\.-. ‘
\ / '~. / \o/ = *Se-ony” ~.~'~.—'/ :
0 e=e. & -T_ - eaae - L p—- IO..l'\.-o- / 0-0-0..¢'~0—°'°l\.
2022 2023 2024 2025 2026

CVEs from AWS, Apache, Apple, Cisco, Google, Linux, Microsoft, Mozilla, NVIDIA, Oracle, Red Hat, Adobe, IBM, Intel, AMD,
Qualcomm, Samsung, SAP, VMware, GitHub, and OpenSSL. Reporting procedures, labeling, and cadence vary substantially
between organizations.

Z EPOCH Al | CC-BY epoch.ai



LLM inference prices have fallen 9x to 900x/year, depending on the task

Price (USD per million tokens)
100

10~

01~

S S
Oct. 2021 Apr.2022 Oct.2022 Apr.2023 Oct. 2023

Mid-range
40x/year

o

Fastest
P 900x/year

Slowest
9x/year

Release Date

Data source: Epoch Al, Artificial Analysis

CC-BY

Z EPOCH Al

B GPT-3.5 Turbo level or better on
general knowledge (MMLU)

B GPT-4 level or better on Ph.D.
level science questions (GPQA)

B GPT-4o0 level or better on Ph.D.
level science questions (GPQA)

Other benchmarks and
performance levels

Apr.2024 Oct.2024 Apr.2025

epoch.ai



The price of artificial thought may have fallen faster
than for any other transformative technology in
history

Relative cost (cheaper)

Starting price
10x

100x Electricity
1000x Lithium batteries 1882=1973
1991-2024
- Al

Tmillionx 5054 55

DNA sequencing

2001-22
1 billionx

Compute

1 trillionx 1940-2001

I I 1 I I I I I | I
0O 10 20 30 40 50 60 70 80 90
Years since start of price decline

All prices adjusted for inflation. Compute series stops merely for lack of
newer data. Sources: Electricity: Hersh (1999), Figure 2.1, and EEI (1995),
Table 63. Compute: Nordhaus (2007), Appendix Table 2. Batteries: Fouquet
(2026) via Our World in Data. DNA sequencing: National Human Genome
Research Institute. Al line is 47%/quarter (12.7x/year), per estimates reported
here for 2023-26; the extrapolation of that rate back to 2021 is broadly
validated by Appenzeller (2024)’s finding that per-token prices for models
clearing a certain capability threshold fell 10x/year in 2021-24.

Z EPOCHAI | cC-BY epoch.ai



Price declines over cumulative R&D

Starting price

10x 7

Li-ion batteries
slope 1.2

100x T

1000x T

1 millionx

Relative cost

DNA sequencing
slope 5.9

1 billionx

LLM inference
slope 2.7

1 trillionx

Start 10x 100x

Cumulative R&D, relative to start

Source: Epoch Al (2026); R&D estimates, see README



Task time (for humans), 80% success rate

Length Of Coding Tasks AI Agents Can Complete Autonomously

Published Dec 2025 to clarify our Apr 2025 predictions (now out of date; new forecasts forthcoming)

5 years-
] Agent-2
TRENDLINES (As of Apr 2025) METR's DATA 9 |
t /]
16 months Expuscniinl o OpenAI '
- 7 month doubling time from METR paper A gpt-3.5-turbo-inst ’
]
4 months-  Original (erroneous) B GPT-4 0314 ik
From incorrect Apr 2025 version of this graph + ol /]
T ]
Daniel's mode (fits AI 2027)* ¢ GPT-5 ’
1 month T Superhuman Coder in Mar 2027 e ® GPT-5.1-Codex-Max Agent_l A "
©  Daniel's median* Anthropic P
1 week- Supechuman Coder in, Jun 2020 A Claude 3.5 Sonnet (01d) ’
iy . ¢ .
Eli's median* B Claude 3.5 Sonnet (New) ’ .’
T Superhuman Coder in Jun 2030 e ¢ S
4 Claude 3.7 Sonnet ’ -
8 h rs- * Daniel's/Eli's April 2025 views were used ,' - <
to select central trajectories sampled from H ’ D
1 the AI 2027 Timelines Forecast. Updated " 2 3 - ==
model and forecasts forthcoming. H &% -
2 hrs- : et PP Lo
- L d - -
4 - ==
. = -
30 min- ® .-
J -
8 min-
4 :Curves generated by models/equations
i icreated by Apr 2025.
2 min :
30 sec
8 sec
G ; 1 1 1 1 1 1 1
2021 2022 2023 2024 2025 2026 2027 2028

AI Model Release Date

The black exponential trend is the fit from METR's paper. The gray curve is the one displayed on the original version of this graph. It was intended to have each
horizon doubling take 15% less calendar time than the previous, but we accidentally made each log(horizon) doubling 15% easier, rather than each horizon doubling
(there was one more issue, but very minor compared to using log(horizon) instead of horizon). The red, yellow, and purple trajectories are "central trajectories"
from our AI 2027 timelines model, filtered for achieving superhuman coder in the months indicated (a central trajectory has the least distance from the median
horizon of all filtered trajectories, averaged across timesteps, beginning in 2021 with the distance in log space; the method for choosing a central model
trajectory was not specified in Apr, but reasonable possibilities give similar results).
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The ECI frontier has advanced by 14 points per year since the introduction
of reasoning models

Epoch Capabilities Index (ECI)

L B Reasoning SOTA

B Non-reasoning SOTA
170 - _. | Other release

160 —

+14 ECl/year

90% Cl: 12-17
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+6 ECl/year
140 - 90% CI: 3-8
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130 -
120 -

10 -

Ribbons show the 90% prediction interval for frontier models.
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Software Chip technology Chip production

Data generation Algorithms that are Automating the physical
techniques co-adapted to new tasks for constructing fabs
hardware
Scaffolding and Pre-training Automating the Rhysncal
. . . TSMC R&D tasks for constructing EUV
prompt engineering algorithms .
Data generation machines
. . requiring physical ASML R&D
Fme—t.umng experiments Basic materials
algorithms Chip design .
science _
Days Months Years

Time lag (lag from “work done in this area” to “Al is better”)
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AlphaEvolve

("?} Scientist / Engineer

Prompt template Choice of existing : [nltlal pregrem
: : Evaluation code with components
and configuration or custom LLMs 16 evohe

I .
| L& S L W

Program database | Best program

Distributed Controller Loop

parent_program, inspirations = database.sample()

prompt = prompt_sampler.build(parent_program, inspirations)
diff = 1llm.generate(prompt)

child_program = apply_diff(parent_program, diff)

results = .execute(child_program)
database.add(child_program, results)

g AlphaEvolve



Darwin Godel Machine
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